Perceiving colour

R Beau Lotto and Dale Purves

INTRODUCTION

Understanding the percepts elicited by spectral
distributions in visual stimuli (i.e. understanding the
perception of colour) is made especially challenging by the
peculiar phenomenology of colour contrast and constancy
effects. Interestingly, the first systematic account of colour
contrast was published in 1839 by the French chemist
Michel Chevreul based on work done while serving as the
director of dyes for the Royal Manufacturers [1]. In this
current paper we review the nature of colour vision, the
problems that the observations of Chevreul and others
present for colour science, and recent work that suggests
a solution.

Colours, like other percepts, are generated by the activity
of the brain. It follows that the subjective nature of the
accompanying experience is unknowable except to the
person who happens to possess the brain in which the
activity occurs; indeed, there is no way in principle to be
sure that what one person calls red is not what another calls
green. The perception of colours is nonetheless initiated by
the physical characteristics of light, i.e. electromagnetic
radiation with wavelengths in the range of about 400 to
700 nm. ‘White light’, which loosely refers to light derived
from the sun, incandescent filaments, ‘flucrescent’ lights
and similar sources, contains a broad (but by no means
uniform) distribution of these wavelengths. The common
feature of white light stimuli is that the collection of
wavelengths (or frequencies) in all such spectra activates
the three cone types in the human retina about equally.
As a result, objects returning more or less uniform,
broadband spectra to the eye usually (but not always)
appear achromatic; that is, their appearance on a neutral
background is defined by some shade of grey along a scale
that ranges from black to white.

That white light can be decomposed into subsidiary
spectra that evoke sensations of colour was first explained
clearly in the 17th century by Isaac Newton (1704) [2].
Newton's principal experiment was to project a narrow
beam of sunlight coming through an aperture on the
window onto a surface (the wall of his study) through
a triangular prism. In fact, René Descartes, Francesco
Grimaldi, Robert Hooke and Robert Boyle had all done
similar experiments. In these earlier efforts, however, the
investigators had always placed the prism (a beaker of water
in Hooke’s case} only a few tens of centimetres away from
the projection surface. What Newton did differently was to
increase the distance between the prism and the surface to
a few metres (see Westfall for a detailed review of Newton's
life and work} [3]. Thus, whereas Descartes, Hooke and
Boyle had noted only a region of white flanked by a narrow
strip of red on one side and blue on the other, Newton
saw the full colour spectrum. This observation led him to
suggest correctly that spectra eliciting sensations of colour
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are actually components of ‘white light’, the perception of
while being a consequence of their mixture (a conclusion
more or less opposite the interpretation then prevailing).

Newton's observation that white light can be
prismatically decomposed into subsidiary wavelength
bands that look coloured has been a source of confusion
as well as inspiration. To many, both then and even now,
this observation suggested that the perception of colour has
primarily to do with the wavelengths of the light reflected
from (or emitted by) objects, or, worse yet, that objects have
some property appropriately referred to as ‘their colour’.
Whereas Newton did not believe that either light or objects
were ‘coloured’, he was of the opinion that ‘Colours in the
object are...a disposition to reflect this or that sort of Rays
more copiously than the rest’ [2]. This assertion, however,
is not quite right. Although different colour sensations
are clearly stimulated by different subsets of wavelengths,
as will become apparent in the following discussion, the
colours we see are not a direct consequence of the spectral
composition of light stimuli.

Biological advantages of colour vision

Any consideration of colour, and the many disputes it has
engendered, demands some consideration of why humans
(and many other species) see colours in the first place. This
issue is all the more interesting because many animals
have little or no colour vision, and those that do for the
most part have a scheme of colour processing (and thus
colour experience) that is substantially different from ours.
As far as is known, trichromatic colour vision is found only
in humans, great apes and some monkeys (primarily the
Old World monkeys); most other primates are dichromats
(having only two cone types), and many other mammals
have little colour vision {4-9]. Other animals - pigeons
have been most intensively studied - are tetrachromats,
and insects such as bees are sensitive to a spectrum of
radiation that is shifted toward ultraviolet.

What benefit, then, does colour vision add to seeing
scenes in shades of grey? The primary answer to this
speculative question rests on the assumption that the
most general purpose of vision is to distinguish objects
from one another with the greatest possible efficiency. All
sighted mammals {mole rats, and some species of moles
and bats are effectively blind) can readily distinguish
boundaries demarcated by luminance differences [8,10-
13]. Animals with little or no colour vision, however,
are unable to distinguish a further set of boundaries
that arise from spectral differences (i.e. differences in
the wavelength composition of light reaching the eye).
Thus, a visual system that can identify surfaces based on
both these qualities of light (leading to the perceptions of
brightness, saturation, and hue) will be more effective in
distinguishing objects in the environment.



That imperfect or absent colour vision carries some
penalty, modest though it may be, is supported by the
experience of people who are colour vision deficient. The
most common cause of this problem is a defect in one of
the three cone photopigments. Such individuals (who
make up about 5% of the male population in the USA; the
opsin genes are X-linked) are incapable of making some
of the comparisons of cone activity needed to generate
the full range of colour sensations. As a result they are
at a disadvantage in discriminating objects on the basis
of spectral qualities {14,15]. Although the actuarial
consequences for colour deficient humans are not great
in most contemporary cultures, such a lack would clearly
have been detrimental in the not too distant past (without
colour vision fruit, prey and predators would all be more
difficult to see, since they are frequently camouflaged by a
randomly variegated or dappled backgrounds) {13,16-18].

It is conventional to say that such individuals fail to
distinguish some objects (e.g. the numbers in the pseudo-
isochromatic screening tests commonly used to assess
colour vision) because they are ‘colour-blind'. This phrase,
however, only restates their experience. The underlying
problem is that colour deficient individuals (or species)
can compare spectral returns in only some of the ways
that are required for normal colour experience in humans.
In the more extreme case in which colour vision is lacking
altogether {monochromats), the boundaries between some
objects - equiluminant surfaces that would otherwise
look different by virtue of hue and saturation - are not
distinguishable.

In summary, then, a visual system that can identify and
categorise surfaces according to the relative distribution of
power in light, as well as according to the overall intensity
of the spectral return, will be more effective in generating
successful behaviour than a visual system that can't.

MECHANISMS UNDERLYING COLOUR
PERCEPTION

What then are the mechanisms by which colour is
perceived? Recall that there are two basic types of
photoreceptors, rods and cones. The rods, of which there
are about 125 million in each human retina, play relatively
little part in human colour vision, being the initiating
elements for visual sensations at very low levels of light
intensity (called scotopic levels). The photopigment in
human rods (rhodopsin) has an absorption spectrum that
peaks at about 500-510 nm; thus, rods are most sensitive to
middle wavelength light, possibly as a direct consequence
of the fact that most of the light returned to the eye from
objects in natural scenes is in the middle of the visible
spectrum (Figure 1) [19). In light of sufficient intensity to
evoke the full range of colour sensations (photopic levels),
the rods are for the most part irrelevant to what observers
see because the large number of photons impinging on the
retina saturates the ability of rods to produce a signal. In
contrast, the six million or so cones in each human retina
continue to convey signals except in extraordinarily intense
light, and even then they are inactivated only briefly (the
full range of sensitivity is 160 decibels).

How, then, can cones initiate the perception of colour,
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Figure 1 Spectral sensitivity (absorbance) of the photopigments
in the human retina

whereas rods cannot? The major part of the answer is that
there are three distinct types of cones in the human retina,
characterised by three different opsin photopigments
(short, medium and long). As a result, each of the cone
types has a different absorption spectrum, and therefore
responds best to a different portion of the visible spectrum
{roughly speaking, to long, middle and short wavelengths,
respectively). That three different types of receptors
underlie human colour vision was first suggested by one
‘George Palmer’ in 1777 (see the article by Walls for a
fascinating account of the unknown genius who assumed
this pseudonym} {20}, and much more famously a few
decades later by Thomas Young. Young of course knew
nothing about cone pigments, but nevertheless contended
in two lectures given to the Royal Society that there
must be three different classes of receptive ‘particles’
{21,22]. Young's (and Palmer’s) argument, which has been
a pivotal idea in colour theory ever since, was based on
the phenomenology of what humans perceive when lights
having different spectra are mixed (a technique made
available by Newton’s discoveries a century earlier}. The
key observation was that the sensation of most (but not all)
colour sensations can be produced by mixing appropriate
amounts of lights from the three different regions of the
visible spectrum (mixing spectral lights is called ‘colour
addition’, and is different from, and not to be confused
with, mixing pigments, which effectively subtracts light of
different wavelengths from the stimulus by absorption).
Young explained the ability of a8 mixture of three such
lights to elicit most colour sensations by postulating that
three receptive elements — one for ‘red light’, one for ‘green
light' and one for ‘blue light’ - are the basis of colour
vision {a modern version of his statement would refer to
long, middle and short wavelength light, since the lights
in question are not themselves coloured, nor do they
necessarily evoke red, green and blue sensations). Colours
that cannot be generated by simply mixing long, medium
and short wavelength light in some combination are, for
example, browns, olives and navies, ‘neon’, ‘fluorescent
colours’ and ‘metallic colours’ (such as gold and silver),
which can only be induced with added contextual
information. The perception of different colours, he
argued, arises as a result of the relative activities of the
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three different receptor types. Young's theory was largely
ignored until the latter part of the 19th century, when it
was revived and greatly extended by Helmholtz [23] and
Maxwell {24,25]. Nonetheless, Young’s supposition of three
receptor types with different spectral sensitivities was not
directly confirmed until the 1960s by investigators who
used spectrophotometry to demonstrate the presence of the
three human cone pigments whose absorption spectra are
given in Figure 1 [25,26].

The importance of Young's prescient ideas about colour
vision derives not simply from the fact that they turned
out to be right (three receptor types are indeed the basis
for human colour sensations), but that his was the first
statement to recognise that, in principle, a comparative
process is needed to distinguish differences in power across
the light spectrum and thus to see colour differences. If the
effect of a spectral stimulus on one receptor type could
not be compared with that of another, then, as in the case
of the rod system, the receptor response could only signal
the relative intensity of a stimulus and not its wavelength
distribution. Achromatic experience - seeing a black and
white movie, for instance - is generated by the more or
less equal stimulation of cones by long, middle and short
wavelength light. A system with only one receptor type
cannot distinguish a stimulus of relatively low intensity at
the preferred wavelength of the receptors and a stimulus
of greater intensity that falls outside the peak sensitivity of
the receptor (see Figure 1).

TRICHROMACY AND OPPONENCY

That humans have three types of cones with sensitivities
{absorption spectra) that peak, respectively, in the long,
middle and short wavelength ranges is referred to as
trichromacy, denoting the fact that the most human colour
sensations can be elicited in normal observers by adjusting
the relative activation of this triplet of cone types. The
further hypothesis that the relative activation of the three
cone types by light explains the colours actually seen is
called the trichromacy theory (or the Young-Helmholtz
theory, in honour of the two early and late 19th century
figures who played the major role in putting this scheme
forward}.

In fact, trichromacy theory as an explanation of
colour perception works quite well in accounting for the
sensations that arise from mixing lights in restricted
conditions in the laboratory [10,28,29]. Studies carried out
in this way are referred to as colorimetry, and the special
conditions entail eliminating most of the usual context
of spectral stimuli by presenting them in ‘aperture’ view
(i.e. within a surround that neither emits nor reflects
much light, and which therefore looks black) (Figure 2).
In such experiments, the matching stimulus is typically
produced by three independent sources producing long,
middle and short wavelength light, respectively, projected
in superimposed fashion onto half of a bipartite diffuser set
in a low reflectance matte surround. A test light (typically
monochromatic) is projected onto to the other half of the
diffuser, and the subject asked to adjust the intensity of the
three light sources until the colour of two sides of the disk
appears to be the same.
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Figure 2 Spectral conditions for colorimetry experiments

The responses of subjects in such matching tests are well
predicted by the functional characteristics of the three cone
receptor types [30]. Thus, the results of colorimetry suggest
that, at least to a first approximation, colour sensations
are determined simply by the absorption spectra of the
receptors. Indeed, the sensitivities of the three cone types
were predicted fairly well by this sort of psychophysical
information long before they were determined directly.

Early signs of trouble: colour opponency

Although successful in accounting for many aspects of
colour sensation generated in the laboratory, trichromacy
theory as a satisfactory explanation of colour vision ran
into early, and justified, trouble. The first complainant
was Helmholtz's rival Ewald Hering, who pointed out that
several aspects of colour vision cannot be understood in
terms of trichromatic theory, or at least not in terms of this
theory alone.

The most compelling of Hering's objections was that
humans normally see certain colours as ‘opponent pairs’
(Figure 3) [31]. Thus humans with normal colour vision
perceive red to be an opponent colour to green, and blue
to be an opponent colour to yellow. Whereas observers can
see and/or imagine a transition from red to yellow through
an incremental series of intermediates without entertaining
any other primary colour sensation, there is no parallel
perception — or conception — of how to get from red to green,
or from blue to yellow except through grey. Presumably as
a corollary of these facts, humans perceive a certain hue
of red, green, blue and yellow to be unique, in the sense of
not being a mixture of any other colours (in contrast to the
way observers see orange as a mixture of red and yellow,
or purple as a mixture of blue and red, for instance). As a
consequence, there are no readily perceived {or conceived)
‘reddish-green’ or ‘bluish-yellow’ intermediates (although
see the work of Crane and Piantanida [32] and Billock ef
al. [33]). Since trichromacy theory offers no explanation
of these perceptual phenomena, Hering concluded that
trichromacy must be at best an incomplete account of how
colour sensations are generated.

Colour percepts are usually described in terms of a
series of two-dimensional planes, each corresponding to
a different level of perceived intensity. At any particular
level of intensity (which evokes a sensation of brightness),
movements around the perimeter of the relevant plane
correspond to changes in hue (i.e. changes in the
apparent contribution of red, green, blue or yellow to
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Figure 3 Diagram of human colour space [(a) and (b) are different views of this same didactic depiction of the overall organisation of

the perceptual qualities elicited by the spectral distribution of light]

the percept), whereas movements along the radial axis
correspond to changes in saturation (i.e. changes in the
approximation of the colour sensation to the sensation
of a neutral grey). Each of the four primary colour
categories (red, green, blue and yellow) is characterised
by a unique hue that has no apparent admixture of the
other three, i.e. a colour experience that as noted can not
be seen or imagined as a mixture of any other colours.
The approximate position of the unique hues is indicated
by dots in Figure 3. Although this illustration is intended
only as a didactic approximation, the unique hues are, as
shown, asymmetrically disposed around the colour circle.
Secondary colour groupings such as purples, oranges,
cyans and yellow-greens are seen as mixtures of the four
primary hues, and can always be perceptually reduced to
the relative contributions of the four primaries. Attempts
to represent subjective colour experience have resulted
in many different descriptions; nonetheless, all of these
schemes share the basic features illustrated in Figure 3.

In addition to its closer conformity to the human
experience of colour, the appeal of opponency as an
important factor in colour vision has been abetted by
modern electrophysiological studies of wavelength-sensitive
neurons at different stations of the visual system of non-
human primates (and other species with colour vision).
The majority of spectrally sensitive neurons in the retina
and the next station in the visual pathway (the lateral
geniculate nucleus of the thalamus) have receptive fields
that are organised in a colour opponent fashion {21,34-38].
Thus, such cells are excited by light of one wavelength
(e.g. long or ‘red’) illuminating the centre of their receptive
field, and inhibited (or ‘opposed’) by another wavelength
(e.g. middle or ‘green’) falling in the region surrounding the
centre of the receptive field (Figure 4).

In humans and macaque monkeys, most (but not
all) colour opponent cells are antagonistic with respect
to wavelengths that appear red and green, or blue and
yellow. In addition to red/green and blue/yellow classes of

opponent cells, other neurons are insensitive to differences
in wavelength, being activated only by differences in
the overall intensity of the stimulus, and thereby giving
rise to the color-neutral sensations elicited by luminance.
Thus the explanation usually given for the perceptual
phenomena that Hering first noted is that perceptions of
colour are elicited by neurons comprising three ‘channels’
that operate in a push/pull fashion, such that when the
neurons responsible for seeing red, for example, are excited,
those responsible for green are inhibited, and vice versa.

The physiological basis of colour opponency evidently
stems initially from the convergence of information
derived from different cone types. For example, red/green
opponent retinal ganglion cells and the thalamic neurons
to which they subsequently project are based on inhibitory
interactions between long and middle wavelength cones
(see Figure 4). Similarly, blue/yellow opponent neurons are
based on inhibitory interactions between short wavelength
sensitive cones and the summed activation of both long and
middle wavelength cones. Finally, the luminance channel
is derived from interactions of all three cone-types. Beyond
the thalamus, however, relatively simple ‘red/green’ and
‘blue/yellow’ opponent cell types are not found. Rather,
the neuronal receptive fields of spectrally sensitive cells
are more complex, including ‘double opponent’ neurons
(i.e. neurons in which the surround is also inhibited by the
spectrum that activates the centre, and the centre is also
inhibited by the opposite spectrumy), neurons that cover a
much larger range of opponent combinations than those
evident in the properties of retinal or thalamic neurons,
and spectrally sensitive neurons that show no obvious
signs of colour opponency [39-41].

Some advantages of this colour opponent organisation
that have been suggested are to maximise the efficiency
of colour vision according to the demands of information
theory [42-44] and/or to promote the perception of ‘colour
constancy’ (see below) [45-47]. Whether either of these
ideas accounts for the colour opponent organisation of the
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Receptive fields

Figure 4 Retinal scheme of connectivity thought to give rise to the postulated colour opponent channels in human vision: (a) red/green,
(b) blue/yellow and (c) luminance channels; lower panels show the resulting activity pattern across the related receptive fields

human visual system is simply not known. In short, how
colour opponent neurons are related to the phenomenology
of colour opponent perception described by Hering remains
an open question,

COLOUR CONTRAST AND CONSTANCY

The awkward problem that opponency presents in what
might otherwisc be a relatively tidy explanation of
colour perception based on trichromacy is not the only
complication that scientists interested in explaining colour
vision have had to contend with. The central difficulty
in rationalising colour vision in terms of trichromacy,
opponency or any other scheme is the remarkable influence
of context on the colours perceived. In general, these effects
have been discussed in terms of colour contrast and/or
colour constancy. Indeed, the challenge in colour vision
over the decades has been how to accommodate these
phenomena into any notion of how sensations of colour are
generated (and into parallel concepts about the neuronal
basis of colour vision).

One of the oldest demonstrations of context on colour,
and certainly one of the most dramatic, is the phenomenon
of ‘colour shadows’ described in the writings of Joseph
Priestley, Johann Goethe [48] and Jan Purkinje [49] among
others. When a ‘white’ screen is illuminated by two
different lights (say long wavelength light that looks red
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and ‘white’ light), the screen — as expected - appears
pink {Figure 5a). If an object is interposed between the
light sources and the screen, two cast shadows result, one
lacking light from the ‘red’ illuminant, and one lacking
light from the broadband ‘white’” illuminant (Figure 5b).

Since the shadow caused by blocking the white light
source allows only the long wavelengths from the ‘red’
source to be returned from the screen, the expectation is
that this region should appear as a more saturated red on
the pinkish background elicited by the overlapping lights
falling on the screen as a whole. By the same token, the
shadow caused by blocking the ‘red’ light source should
appear white, since only broadband light is being returned
from that region of the screen. The result, however, is that
whereas the light returned from the shadow caused by
blocking the white light is indeed seen as a saturated red,
the light returned from the shadow caused by blocking the
‘red’ light source appears distinctly greenish.

Particularly relevant to the readers of this journal is
the fact that a remarkably complete description of the
phenomenology of such colour contrast effects was
published, not long after these observations on colour
shadows, by a dye chemist. In 1824, Michel Chevreul was
commissioned by Louis XVIII to investigate the adequacy
of the dyeing methods then in use at the state tapestry
works. His appointment as director of dyes for the Royal
Manufacturers lasted 30 years, and led Chevreul to extend






























